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Chapter 1 

Foundations of MRI 

1.1. Overview 

This chapter is aimed at readers who are new to the subject of MRI, and it is 

intended to provide sufficient background information to enable the reader to 

understand how MR signals are generated and detected, how images are formed, 

and what the underlying principles are behind the most basic contrast mechanisms. 

In order to help the reader keep the big picture in mind, we present in this section a 

very brief summary of the entire image acquisition process. Then in the following 

sections, the details of each step are described more fully. 

First, the sample to be studied (e.g., a patient) is placed in a static background 

magnetic field, B0, which points in a direction that we take to be   . The magnetic 

dipole moments in the sample—in particular, the hydrogen nuclei, to which we will 

refer simply as “spins”—tend to line up either parallel or antiparallel to the 
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background field. Slightly more of the spins line up parallel than antiparallel, 

resulting in a net magnetization, the magnitude of which varies with position in the 

sample according to spin density. 

A radio-frequency (RF) field B1 is then applied, exerting a torque on the spins 

and thereby tipping the magnetization vector away from the z direction. Once 

tipped, the magnetization vector precesses about    at a frequency that is 

proportional to the strength of the background field (the Larmor frequency). The 

precession of the magnetization results in a time-varying magnetic field in the 

vicinity of the sample. If a conducting coil is placed nearby, the changing magnetic 

flux through the coil generates an oscillating emf, the amplitude of which is 

proportional to the total number of spins in the sample. This emf is the MR signal 

from which images are generated. 

To obtain enough information to form an image, the background magnetic 

field is varied spatially, thereby causing the spins in different locations to precess at 

different frequencies. Thus, the detected signal is a superposition of signals with 

different frequencies, and the location of the source of each component can be 

determined from the frequency. The actual data points that are collected constitute 

a matrix that is the spatial Fourier transform of the spin density within the sample. 

An inverse Fourier transform is applied to recover the image.9 
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1.2. Magnetization, Excitation, and Signal Detection 

The MR signal depends entirely on the behavior of the magnetization in the 

sample, which in turn is determined by the fields B0 and B1. We therefore begin by 

considering the magnetization that results from placing a sample in a magnetic field 

B0, after which we examine how an RF field B1 causes this magnetization vector to 

tip and precess. 

The magnitude of the magnetization, and hence that of the signal, is 

proportional to the difference between the fraction of the protons that are parallel 

(spin up) and the fraction that are anti-parallel (spin down) to the external field B0. 

This difference, which we will call the net alignment fraction, can be calculated from 

the partition function for a proton in a magnetic field and is given by10 

 
     

 
       

   

   
  

Eq. 1.1 

where   is the reduced Planck’s constant; k is Boltzmann’s constant; T is 

temperature; and       , with   being the gyromagnetic ratio of a proton. For a 

free proton,             rad/s/T. In medical imaging, the protons of interest 

are usually the hydrogen nuclei in water molecules, for which the gyromagnetic 

ratio is almost exactly the same as that of a free proton;9 we shall therefore ignore 

any difference between the two. 

The equilibrium magnetization is then given by 
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Eq. 1.2 

The MR signal is proportional to this. In a typical clinical situation, with a B0 value of 

1.5 T and a patient composed mostly of water at body temperature, this 

corresponds to a net alignment fraction of about 3 out of a million protons with a 

magnetization of 0.003 A/m. At temperatures in the vicinity of room temperature 

and body temperature, these values change only very slightly with changes in 

temperature. In order to double the magnetization by reducing temperature, the 

patient would have to be cooled to about 153 K (–120° C), which would likely defeat 

the purpose of performing a diagnostic scan. Considering how small the net 

alignment fraction is, it is remarkable that a strong enough signal can be generated 

to produce a high quality image. 

We now examine the tipping of the magnetization vector by an RF field B1. 

We can understand this process classically in the following way. We consider the 

system from the point of view of a coordinate system that is rotating about the z axis 

of the lab frame at the Larmor frequency, which is the frequency at which proton 

spins precess about    and is given by       . The coordinates in the rotating 

frame are given by  

                          
                          

Eq. 1.3 
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We then simply apply (in the lab frame) an RF field             

             , which is a circularly polarized plane wave. In the rotating frame, this 

corresponds to a constant magnetic field in the x’ direction with magnitude B1, 

which exerts a torque on the magnetization, rotating it down from the z axis. In the 

lab frame, the magnetization vector spirals downward, while in the rotating frame, it 

rotates directly down toward the y’ axis, as shown in Figure 1.1. The magnitude and 

duration of the pulse can be chosen to rotate the magnetization by 90° so it ends up 

in the x-y plane and precesses (in the laboratory frame) with frequency   . 

  

Figure 1.1. On the left is depicted the downward spiraling trajectory of the 

magnetization vector as seen from the lab frame. On the right is the direct downward 

rotation of the magnetization as seen from the rotating frame. (Reproduced from 

“Basic MRI Physics,” by Aletras.11) 

The above process can be analyzed in the framework of quantum mechanics, 

in which case the initial state of an individual proton is taken to be spin up (aligned 

with B0). As the RF field is applied, the proton’s wave function evolves into a state 

for which the expectation value precesses in the transverse plane. For a large 
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number of protons, this yields the same net magnetization as that obtained 

classically. 

Once the magnetization vector has been tipped into the transverse plane, it 

precesses as 

                               
Eq. 1.4 

This generates an emf in the receiver coil equal to 

  
 

  
       

   

Eq. 1.5 

where Br is the magnetic field that would be generated by the receiver coil if it were 

carrying one unit of current, and the integral is taken over the volume of the sample. 

Thus, the signal strength is essentially proportional to the time derivative of the 

precessing magnetization vector. Since the components of the magnetization 

oscillate at frequency   , the derivative introduces an additional factor of   , and 

the signal amplitude S satisfies the following proportionality relation: 

    

   

 
     

   

   
  

Eq. 1.6 

At reasonable temperatures (body or room temperature), the argument of 

the hyperbolic tangent function is small; furthermore, since relative magnitude is all 

we’re interested in, we can ignore the constants and write 
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Eq. 1.7 

Given that  ,  , and T are beyond our control, all we can do to improve signal 

strength is to use a stronger background field. The degree to which B0 can be 

increased is limited by physiological and technological constraints. (In fact,   can be 

controlled to some extent by imaging other particles besides hydrogen nuclei. 

However, the other types of particles that are present in the body and have nonzero 

spin are much less abundant than hydrogen, and in some cases the required 

frequency is inconvenient.)9 

1.3. Image Formation 

In the preceding discussion, the sample being studied has been assumed to 

be in a uniform background magnetic field B0. In this case, when the RF pulse is 

applied to tip the spins into the transverse plane, the entire sample is excited. The 

resulting signal may be sufficient for performing spectroscopic measurements on 

the bulk of the sample; but since the signals from spins at different locations in the 

sample are all superposed into a single composite signal, it would seem that there is 

no way to form an image, even if multiple receivers are used. Specifically, the 

problem that must be solved in order to generate an image is to determine the 

positions within the sample from which the different components of the signal 

originate. In the following, we describe how this is accomplished by applying 
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magnetic field gradients in order to make the proton resonance frequency a function 

of position. 

Although in practice one must take into account the decay of the signal and 

various other complicating factors, an understanding of the principles discussed 

thus far—namely, the magnetization vector, its precession, and the detection of the 

resulting signal—is a sufficient foundation for understanding how an image can be 

formed. We shall consider signal decay and other complicating factors later. 

The first step in localizing the resonance signal is to limit the excitation of the 

sample to a single transverse plane corresponding to a fixed z value. This is 

accomplished by varying B0 in the z direction, i.e., by applying a gradient so that the 

static field is now given by 

                
Eq. 1.8 

where Gz is measured in mT/m and is typically on the order of 10 mT/m.9 The 

resonance frequency of protons in the sample is now a function of position along the 

z direction. We can limit the excitation to a plane with z coordinate zslice by choosing 

the frequency of the RF excitation pulse to be                 . Immediately 

after the excitation pulse is applied, the gradient is removed; the background field is 

once again uniformly B0, and the spins in the plane          emit a resonance signal 

while all other spins remain in their equilibrium state. 
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Localizing the resonance signal in the    plane is a little more complicated, 

but it is based on the same principle and involves the application of gradients in the 

x and y directions. Suppose the slice we’re considering has width    and height   . 

Before the x and y gradients are applied, every spin in the excited plane is 

precessing with frequency   . The next step is to apply a gradient    in the y 

direction for a short time   . While this gradient is on, the magnetic field is a 

function of y, and the spins at different y positions precess at different frequencies. 

The spins at the positive end of the gradient get ahead in phase, while the spins at 

the negative end get behind. After the gradient is turned off, the spins all return to 

their normal precession rate   , but they remain out of phase. Using        to 

represent the spin density as a function of position, the signal emitted by a volume 

element at       is now proportional to  

                     
Eq. 1.9 

Next, we turn on a gradient    in the x direction for time   . While this 

gradient is on, the phases of the spins change along the x direction just as they 

changed along the y direction when the gradient    was applied. The combined 

effect is a signal from the volume element at       proportional to 

                            
Eq. 1.10 

which can be rewritten as  
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Eq. 1.11 

The receiver coil detects the sum of the signals from tissue at all locations, 

which is given by 

                                   

Eq. 1.12 

Note that this can be thought of as 

                                     

Eq. 1.13 

so that all of the information of interest, namely the magnitude and phase of the 

signal, is contained in the quantity in parentheses. This quantity turns out to be the 

spatial Fourier transform of       . That is, if we let          and         , 

then the signal that we measure at time    is 

                        

Eq. 1.14 

Different values of    and    are chosen carefully with the repeated application of 

gradients of suitable strengths until the signal has been sampled for all points 

        in a discrete k-space matrix. The final image is obtained by taking the 

inverse Fourier transform of this matrix. 
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In fact, separate gradients do not need to be applied for each point in k-space. 

The receiver coil is “on” at all times (i.e., we can record the signal picked up by the 

coil at any time), so that once a y gradient has been applied to achieve a given value 

of   , we need only turn the x gradient on and then record the detected signal at 

equally spaced times    
   

     
, where   runs from   to     , with    being the 

number of pixels in the x direction. This way, we can fill in a whole horizontal line of 

k-space in the time that it takes for    to go from zero to 
        

     
. 

For simplicity, the scheme described above assumes nonnegative    and    

values and acquires a matrix in the first quadrant of k-space. In practice, negative 

gradients are applied to sample points in k-space with negative    and    values, 

and the matrix that is obtained is centered on the origin of k-space, with    ranging 

from  
   

  
 to 

       

  
. Figure 1.2 shows a simplified “pulse sequence diagram” 

(neglecting slew rate and other details) illustrating the timing of the RF pulse, the 

three gradients, and the sampling of the signal. 
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Figure 1.2. A gradient echo pulse sequence diagram. The RF pulse (top) is applied at 

time TR while the z gradient is turned on to excite a specific slice. A negative y gradient 

is turned on to move down to the lowest row in k-space. Simultaneously, a negative x 

gradient is turned on to move to the left-most position in k-space. Then a positive x 

gradient, called the readout gradient, is turned on to traverse one complete line in k-

space. While the readout gradient is on, the amplitude and phase of the signal are 

sampled and stored by electronics (designated “ADC” here) at regular intervals along 

that line in k-space. The time at which the center of a line is sampled is called the echo 

time, TE. The entire sequence is repeated with different y gradients in order to sample 

different lines in k-space. (Adapted from Haacke.9) 

After one line is acquired, we repeat the sequence using a different y gradient 

in order to acquire a different line in k-space. To cover all of k-space, the process 

must be carried out for    different values of          
   

  
. When we’re done, 

we’ll have an       matrix for each slice. For fairly obvious reasons, the gradients 

are given the following names:    is called the “slice select gradient” because it is 

used to ensure that only spins in a particular slice are excited;    is called the “phase 

encode gradient” because it is used to encode y position of spins by changing their 
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phase as a function of y position; and    is called the “readout gradient” because an 

entire line in k-space is sampled while    is on. 

The sequence of RF signals and gradients that are applied during an MRI scan 

is called a “pulse sequence.” In a traditional pulse sequence, the sample might be re-

excited with a new RF pulse for each line in k-space. Denoting the time between 

excitations as    (for “repetition time”), the total scan time for multiple slices is 

roughly 

             
Eq. 1.15 

where    is the number of slices. The time required to sample one line in k-space is 

typically much shorter than   , and therefore the x-direction or “read direction” is 

generally chosen to correspond to the larger of the two dimensions of the image 

matrix (if the matrix is not square). Scan time can be shortened significantly by 

acquiring multiple lines between successive excitations, i.e., within one   . 

In the scheme just described, when the center of a line in k-space is sampled, 

the spins are momentarily in phase (along the readout direction) and the signal 

magnitude reaches a maximum. This is called an echo, and in this context, since it is 

brought about by the application of a field gradient, it is called a “gradient echo.” 

Such pulse sequences are called gradient echo sequences (or GRE, for “gradient-

recalled echo”). In general, there is one echo per line in k-space, and the time at 

which the signal maximum occurs is called the echo time (TE). 
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It should be noted that the slice selection step is optional. Alternatively, a 3D 

volume can be excited, after which phase encoding gradients in the z and y 

directions are applied for times    and   , and then a readout gradient in the x 

direction is applied. In this way, a 3D array of points in k-space can be sampled, and 

the image is recovered by taking the inverse 3D Fourier transform of the data set. In 

the context of MRI, this is what is meant by “3D imaging.” 

1.4. Relaxation and Contrast 

So far we have assumed a signal with constant amplitude that is proportional 

to spin density. In fact, the signals from different tissue types decay at different 

rates, and the relaxation to equilibrium (longitudinal) magnetization also occurs at 

different rates. Thus, different tissues that have the same spin density might in fact 

generate significantly different signals and therefore have different intensity in the 

resulting image. In this way, the relaxation and decay mechanisms make possible 

different ways to generate contrast among tissue types. 

1.4.1. T1: Spin-Lattice Relaxation 

The first time constant of interest is the one that determines how quickly the 

sample returns to its equilibrium state. Note that after the RF pulse has been applied 

and the magnetization vector is precessing, the system is not in equilibrium. Within 

a given time interval, each precessing spin has some probability of exchanging 

energy with the surrounding structure and returning to a spin up or spin down 

state. That probability depends on the nature of the surrounding material (the 
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tissue type) and determines the time constant with which the magnetization 

exponentially approaches its equilibrium value. Because this process involves the 

statistical relaxation to an equilibrium state and comes about via energy exchange 

between the spins and the surrounding structure, it is called spin-lattice relaxation. 

The longitudinal magnetization regrows according to the equation 

                   
Eq. 1.16 

The relaxation time T1 is significant for the following reason. Due to signal 

decay (see the following sections for further decay mechanisms), a complete image 

generally cannot be acquired after a single excitation. Thus, repeated excitations are 

necessary. However, if the magnetization does not fully relax back to its equilibrium 

value before the second excitation, the magnitude of the precessing magnetization 

vector after the second excitation will be smaller than the magnitude after the first. 

In other words, the signal will be weaker. In this way, T1 limits the rate at which we 

can repeatedly excite the sample to obtain successive lines in k-space. 

In practice, because T1 is typically on the order of about a second, time 

constraints require that the repeated excitations be carried out before the 

longitudinal magnetization has fully recovered. Tissues with shorter T1 values 

recover faster and end up producing stronger signals than tissues with longer T1 

values. The time interval between repeated excitations is called the “repetition time” 

and is denoted TR. Using a longer TR value allows all of the different tissue types to 

return to their equilibrium magnetization between successive excitations and 
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results in a stronger signal. This also results in a longer total scan time. If a short TR 

value is used, tissues with short T1 are still able to recover most of their equilibrium 

magnetization while tissues with longer T1 are not. In this case, tissue with short T1 

will appear brighter than tissue with long T1. Such images are called T1-weighted. 

Additionally, shorter TR allows for a shorter scan time. Typical TR values range from 

a few milliseconds to about a second. 

1.4.2. T2: Spin-Spin Relaxation 

It is tempting to assume that the rate at which the transverse magnetization 

decays is the same as the rate at which the longitudinal magnetization grows—i.e., 

that the relaxation of spins to their equilibrium state accounts for the decay of the 

transverse magnetization. Although it is true that each spin that returns to the spin 

up state results in a reduction of the transverse magnetization, the overall decay of 

the transverse magnetization is dominated by other processes and generally occurs 

much faster than T1 relaxation. 

Recall that the magnetization vector is actually a sum of a large number of 

magnetic dipoles. It retains its magnitude only to the extent that all of the dipoles 

precess exactly in phase. Under perfect conditions—i.e., in the presence of a 

perfectly uniform, static background field—all of the precessing dipoles would 

remain exactly in phase, and the signal would decay due to relaxation alone. 

However, due to random thermal motion on a microscopic scale of all the particles 

in the sample, which themselves have charge and spin, the actual field in the sample 

fluctuates non-uniformly. As a result, the precessing spins experience varying fields 
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and their orientation undergoes a random walk akin to Brownian motion. Thus, they 

are no longer perfectly aligned, having been dephased randomly. This effect is 

termed spin-spin relaxation because it involves the interaction of the spins with the 

magnetic fields of surrounding spins. Such random dephasing results in exponential 

decay, the time constant for which is denoted T2. After a single excitation, the 

remaining transverse magnetization is given by 

         
      

Eq. 1.17 

To get as strong a signal as possible, the signal should be sampled 

immediately after excitation, as close to     as possible. The time after excitation 

at which the signal is acquired is called the echo time and is denoted TE. If a short TE 

value is used, very little decay occurs and signals from all tissues are near their 

initial maximum values. Thus, the difference in T2 for different tissues will have no 

effect on their relative brightness in the image. However, if a longer TE value is 

used—specifically, long enough for tissues with short T2 values to decay 

significantly but short enough that tissues with long T2 values do not decay much—

then tissues with short T2 values will appear dark while those with long T2 values 

will appear bright. This is a T2-weighted image. Some anatomical features of interest 

will be more visible on a T2-weighted image than on a T1-weighted image. 

Combining the previous two equations, the signal at time TE after excitation 

(when repeated excitations are used) is given by 
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Eq. 1.18 

In summary, a strong signal (i.e., a bright image) that is weighted by neither 

T1 nor T2 but shows only spin density is obtained by using long TR (in order to allow 

the longitudinal magnetization to recover fully before tipping it again) with short TE 

(to sample the signal immediately after excitation, before it has time to decay). To 

obtain a T1-weighted image, a short TR value is used (so that some tissues have time 

to recover but others don’t) with a short TE value (so there is minimal decay and no 

T2 weighting). In order to obtain a T2-weighted image, a long TR value is used with 

long TE. If a short TR were used with a long TE, the result would be a faint image 

with mixed T1 and T2 dependence; this is usually not desirable.9 

1.4.3. T2*: Dispersion Due to Intravoxel Field Inhomogeneity 

The dephasing effect described above is a result of time-varying fluctuations 

of the magnetic field inside the sample on a microscopic scale. Even apart from 

thermal fluctuations, there is still static field inhomogeneity due to the internal 

structure and chemical properties of the sample. Different molecules distort the 

magnetic field around themselves in different ways. These inhomogeneities result in 

further dephasing in addition to that described above. This effect, combined with T2 

decay, results in a net decay with a time constant that is denoted T2* (“tee two star”).  

There is a significant difference between these two types of dephasing, 

however. Dephasing to due static inhomogeneities can be reversed if the spins can 
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be reflected across a line in the transverse plane. Indeed, this is achieved by 

applying a 180° RF pulse. Spins that were spreading out begin to get closer together 

again after the reflection. Such a pulse is typically applied at time TE/2 so that at 

time TE, the spins have maximally rephased, with a net decay due only to T2 rather 

than T2*. The signal spike that occurs at the time of maximal rephasing is called a 

“spin echo,” and the acquisition of an image in this manner is called spin echo 

imaging. Traditionally, one spin echo is generated for each line in k-space. In 

gradient echo imaging, it is T2* that determines the signal strength, while in spin 

echo imaging it is T2 alone. Spin echo imaging allows longer TE values to be used 

with less signal loss, resulting in higher quality images.9 

1.4.4. Contrast Mechanisms in MRI 

The numerical values acquired in an MRI scan are only known to be 

proportional to the spin density; the numbers themselves do not correspond directly 

to any precise physical property of the tissue such as density. Compared to other 

modalities such as CT or PET, in which real physical properties (e.g., attenuation 

coefficient or fractional uptake of a radionuclide) are directly measured, MRI would 

appear to be an inferior modality. However, due to the contrast mechanisms 

discussed above and many others, including chemical shift, temperature, magnetic 

susceptibility, and diffusion, MRI can provide a vast amount of quantitative 

information and sensitive contrast that are not possible with other modalities. A 

major theme in current MRI research is the refinement of quantitative contrast via 

these different mechanisms.12 
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